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Exploring the Benefits of Resource 
Disaggregation for Service Reliability in Data 

Centers  
Chao Guo, Xinyu Wang, Gangxiang Shen, Senior Member, IEEE, Sanjay Kumar Bose, 
Senior Member, IEEE, Jiahe Xu, and Moshe Zukerman, Life Fellow, IEEE 

Abstract— By overcoming the “server box” barrier, resource disaggregation in data centers (DCs) can significantly improve 

resource utilization. This may then provide a more cost-efficient approach for resource upgrade and expansion. The advantages 

of resource disaggregation have been explored in earlier research to improve the efficiency of resource usage. This paper 

investigates the potential benefits of resource disaggregation from the aspect of reliability, which has not been considered 

before. Resource disaggregation gives rise to a new failure pattern. For example, in a conventional server, the failure of one 

type of resource leads to the failure of the entire server, so that other types of resources in the same server also become 

unavailable. After disaggregating, the failure of different types of resources becomes more isolated so that other resources are 

still available. In this paper, we model the reliability of a resource allocation request in a server-based or disaggregated DC 

based on whether the request is allocated with only working resources or is also provisioned with backup resources. We then 

consider a resource allocation problem to maximize the number of requests accepted with guaranteed reliability. This is 

formulated as an integer linear programming (ILP) problem, and a more straightforward heuristic approach is also proposed. 

Our numerical studies demonstrate that it may be possible to significantly improve service reliability with this resource 

disaggregation approach. 

Index Terms— Data center, reliability, resource disaggregation, ILP  

——————————   ◆   —————————— 

1 INTRODUCTION

ATA centers (DCs) are typically built using a set of 
servers (Fig. 1(a)), each of which tightly integrates 

various resources such as CPU, GPU, and memory [1-5]. 
A dedicated network inside the DC further interconnects 
these servers by using a DC network (DCN) [6], [7]. Due 
to the close coupling of different types of resources in 
each server, such an architecture is inefficient for diversi-
fied workloads. This is because when one type of resource 
in a server is exhausted, other resources also become un-
available and are then wasted [2], [5], [8-11]. This tight 
resource coupling also makes it difficult to upgrade the 
server [12], [13]. This is because, while the components in 
a server often have very different lifecycles, hardware 
upgrade and resource expansion are typically done only 
at the server level [5]. 

In recent years, there has been a trend towards re-
source disaggregation to separate different types of re-
sources in each server into distinct nodes and then inter-
connect these nodes using a fast network with high capac-
ity and low latency (Fig. 1(b)) [1], [2], [4], [14-16]. Some 
examples of disaggregated DCs (DDC) (or composable 
DC [5]) are Intel Rack Scale Architecture (Intel RSA) [17], 

Huawei DC 3.0 [18], dReDBox project [2], [19], Firebox 
[20], and memory blades [8], [21]. In a fully disaggregated 
architecture, resource modules of the same type can be 
logically grouped into a resource pool [17], providing 
flexibility and utilization improvement in resource alloca-
tion. Thanks to this hardware decoupling, different types 
of resources can be upgraded or scaled independently 
and agilely, which would significantly reduce the costs of 
upgrade and expansion [1], [14], [17], [22], [23].  

 

Fig. 1. Server-based and disaggregated DCs. 

Apart from better utilization and easier upgradability, 
resource disaggregation also improves reliability. Firstly, 
resource disaggregation improves the flexibility in re-
source allocation. We have greater freedom to select an 
appropriate group of modules that meet each request’s 
reliability requirement.  Secondly, thanks to the decou-
pling, resource failures in a disaggregated architecture are 
no longer fate-sharing [22], and different types of resources 
may fail in a more independent way than in a traditional 
server-based architecture [22], [23]. In a server-based ar-
chitecture, the failure of one type of resource (e.g., CPU) 
may force the entire server to fail, and other types of re-
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sources in the server also become unusable. Resource dis-
aggregation provides a much smaller failure domain [1], 
[22], and backups or replicas can be allocated more effi-
ciently. This is quite different from the traditional server-
based scenario, where resources in a server need to be in 
working condition for serving request even when they are 
not allocated to a request.  

In this paper, we investigate the impact of resource 
disaggregation on reliable resource allocation. We sum-
marize the main contribution and key novelty of this pa-
per as follows.  

1. We introduce a new model to calculate the reliabil-
ity of each request provisioned either with working 
resources alone or also with backup resources in 
DDCs. Based on the reliability model, we further 
propose a reliability-aware resource allocation 
scheme in DDCs. We assume that each request is 
disaggregation-aware [22], supports failure inde-
pendence brought by hardware disaggregation, and 
has a specific reliability requirement apart from re-
source demands. To maximize efficiency, we avoid 
allocating every request with backup regardless of 
its reliability requirement. For each request, we first 
try to allocate only working resources for it. If its re-
liability requirement cannot be met, we then try 
backup allocation. We reject the request if the re-
quirement still cannot be satisfied. This scheme also 
tries to allocate highly reliable resources to those 
with high-reliability requirements.  

2. We present a new integer linear programming (ILP) 
model for the reliability-aware resource allocation 
problem in DDCs. The primary objective of the ILP 
model is to maximize the number of accepted re-
quests. Meanwhile, among all the accepted requests, 
it also minimizes the number of requests provi-
sioned with backup, aiming to guarantee reliability 
with only working resources and achieve high utili-
zation.  

3. We propose a scalable and simple heuristic algo-
rithm for the reliability-aware resource allocation 
scheme in DDCs. This algorithm is more straight-
forward and has much lower complexity, and can 
thus apply to larger-scale problems than the ILP. 

4. We conduct extensive simulation studies to assess 
the performance of the proposed scheme. The nu-
merical results demonstrate that resource disaggre-
gation can significantly improve the performance of 
reliable resource allocation compared with conven-
tional server-based architectures. Moreover, the re-
sults also show that our proposed heuristic solution 
can significantly improve the number of accepted 
requests under diversified reliability requirements 
compared to several other benchmarks.    

The remainder of this paper is organized as follows. In 
Section 2, we introduce existing studies related to re-
source allocation in DDCs. In Section 3, we describe the 
reliability model used in this paper. In Section 4, we pre-
sent our problem definition and the related ILP formula-
tion. In Section 5, we provide our proposed heuristic al-
gorithm. Section 6 presents the simulation studies. In Sec-

tion 7, we further discuss the limitations of this work and 
areas that may be explored in the future. Section 8 con-
cludes the paper. 

2 RELATED WORK 

Some preliminary work has been reported in the litera-
ture to analyze the gains due to hardware resource dis-
aggregation in DCs on resource allocation performance. 
However, these mainly focus on resource utilization, 
workload consolidation [8], and energy efficiency [24]. In 
[16], Papaioannou et al. designed a scheduling algorithm 
for VM allocation and network resource management for 
a DDC with a dedicated disaggregated architecture. They 
demonstrated that resource disaggregation significantly 
improves utilization and reduces energy consumption 
compared with the traditional server-based architecture. 
Similarly, Ali et al. [3], [25], [26] also considered the VM 
allocation problem for DDC and developed mixed integer 
linear programming formulations and heuristic algo-
rithms to explore the benefits of resource disaggregation 
in improving energy efficiency. Pagès et al. [11], [27] 
demonstrated the benefits of resource disaggregation in 
resource efficiency when solving the virtual data center 
embedding problem. Guo et al. [28], [29] assessed the effi-
ciency improvement of resource disaggregation using real 
big-data workloads. In [24], Ajibola et al. also studied the 
energy efficiency of the disaggregated architecture and 
compared different scales of the disaggregation process 
(rack-scale, pod-scale, and DC-scale). They found that the 
rack-scale disaggregated architecture is sufficient to 
achieve optimal efficiency. In [30], Amaral et al. proposed 
a framework for disaggregated resource orchestration 
and evaluated the impact of disaggregation for the addi-
tional network requirements under higher network load. 
In [31], Lin et al. derived mathematical models to evaluate 
the performance of rack-scale composable architecture in 
terms of utilization and workload drop probability, and 
they demonstrated that this architecture can greatly im-
prove hardware utilization and reduce the workload drop 
probability when the internal network latency is very low.  

Apart from analyzing performance gain in resource al-
location, a few publications discussed the impact on 
availability or reliability with resource disaggregation. In 
[22], Carbonari et al. discussed the influence of resource 
disaggregation on application fault tolerance. They con-
sidered both “traditional fate sharing models,” which are 
used by legacy applications like Hadoop and Spark in 
traditional DCs, and the “non-traditional fate sharing 
models” that provide a more granular failure domain. 
They pointed out that to take advantage of the new fate 
sharing model in the disaggregated architecture, fate 
sharing granularity should be programmable and imple-
mented in the network, and new OS models (like LegoOS 
[32]) need to be tailored to the disaggregated architecture. 
In [33], Rosendo et al. considered that the distribution and 
arrangement of hardware resources in different racks and 
chassis might impact the availability of a virtual perfor-
mance-optimized data center (vOPD) system and pro-
posed chassis design configurations based on Redfish 
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industry standards. The Redfish standard is an industry 
standard for managing software-defined DC, which has 
been used in Intel’s disaggregated architecture, i.e., RSA. 
They claimed that their configurations can analyze the 
hardware availability and component sensitivity. In [34], 
Lee et al. proposed a configurable mechanism named Hy-
dra for managing disaggregated memory while achieving 
high resilience against simultaneous failures.  

In summary, existing work exploring the gain of re-
source disaggregation on resource allocation performance 
fails to consider the reliability perspective. While a few 
publications considered availability, they were not for 
resource allocation, neither did they analyze the potential 
gain in reliability. To the best of our knowledge, we are 
the first to design a resource allocation method for explor-
ing the benefits of resource disaggregation from the per-
spective of reliability. 

3 RELIABILITY MODEL FOR RESOURCE 

ALLOCATION IN DISAGGREGATED DATA 

CENTERS 

3.1 Preliminaries 

In this paper, we make certain simplifications for model 
tractability. In the following, we list and explain these 
simplifications as part of the description of our model.  

We assume that each server contains only one hard-
ware module of each type of resource, e.g., one CPU 
module and one memory module. Each module has a 
specific resource capacity, e.g., one CPU may contain 16 
cores. In practice, a server may have more than one mod-
ule for a specific type of resource, e.g., two CPU modules, 
but we regard all of them as a single module with a ca-
pacity equaling the total capacity of all these original 
modules. As in [25], [26], we also consider a fully dis-
aggregated scenario and assume that each resource mod-
ule in a server becomes a distinct node after disaggrega-
tion.  

The reliability of a resource module is defined as the 
probability that the module will perform its function dur-
ing a given period. Apart from this definition, other met-
rics that can quantitatively measure hardware reliability 
include the mean time to failure (MTTF), mean time be-
tween failure (MTBF), failure in time (FIT), and failure 
probability [35]. For commercial hardware, the MTBF is 
often given in their specifications, e.g., the MTBF, FIT, 
and failure rate of Intel Xeon processor can be obtained 
through Intel (with a required nondisclosure agreement) 
[36]. Given the MTBF, the reliability at any time can be 
estimated with the aid of a particular stochastic process 
assumption, e.g., exponential or Weibull distribution [35]. 
There are also other ways to estimate the reliability values, 
e.g., Bayesian network [37]. This paper is not dedicated to 
estimating hardware reliability but to designing resource 
allocation methods to explore hardware disaggregation 
benefits. Hardware reliability is considered as input in-
formation and is assumed to be given in this paper.  

Many factors may affect the reliability, e.g., the hard-
ware manufacturing level, age, and carried load. The reli-

ability of a given resource module generally decreases 
with time as the fault probability often grows when aging. 
This paper considers a static scenario and aims to design 
a batch resource allocation considering each request’s 
reliability requirement, which is the probability that a 
request completes its service without encountering any 
hardware fault. We assume that the service completion 
time of all the given requests is negligible compared with 
the MTBF of a resource module. Under this situation, 
hardware reliability can be seen as a constant for all re-
quests. 

We use the term request to represent any possible form 
of a resource allocation request, but we do not specify it. 
Possible request forms include requests for virtual ma-
chines (VMs), virtual containers, and applications. Each 
request is specified by its resource demand and reliability 
requirement. Resource disaggregation allows a request to 
use more resources than a traditional server can provide. 
However, for simplicity, we do not consider this effect in 
this paper, as we focus only on reliability assessment. For 
a fair comparison, we assume that each request uses a 
certain resource from one module (i.e., as a traditional 
server can provide) in the disaggregated scenario.  

3.2 Modeling a Request’s Reliability 

3.2.1 Allocate Working Resources Only 

 

Fig. 2. Different types of resources in a server forms a series system.  

When a request is scheduled on a traditional server, all 
the resources need to be available to guarantee a normal 
service. The request is modeled as a series system [38], [39] 
(Fig. 2), and a failure of any of the resources results in the 
failure of the request. This is also applicable to the dis-
aggregated scenario, where any module allocated to the 
request should be operational to ensure its service. Thus, 
in both the server-based and disaggregated scenarios, the 
achieved reliability ℛ of the request, i.e., the probability 
that the request functions normally, is the product of the 
reliabilities of its required modules, given by 

ℛ = ∏ ℛℳ𝑟

𝑟∈𝑹

. (1) 

Here 𝑹  is the set of module types, including CPU, 
memory, and so on. The notation ℳ𝑟  is the module of 
resource type 𝑟 allocated to the request, and ℛℳ𝑟

 is the 
reliability of the module ℳ𝑟 , i.e., the probability that 
module ℳ𝑟 functions normally.  

3.2.2 Allocate Backup Resources 

If only allocating the working resources cannot meet the 
reliability requirement, we can allocate backup to im-
prove the reliability. Fig. 3 illustrates that the reliabilities 
of the request are different for the server-based and dis-
aggregated scenarios. In the server-based scenario, back-
up is provided at the level of a server. As illustrated in Fig. 
3(a), the request can be modeled as a series-parallel system. 

CPU MEM GPU IO

Series system
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First, in each of the working and backup servers, modules 
of different resource types form a series system, where all 
modules in a server should normally work to avoid serv-
er failure. Then, the two servers farther away form a paral-
lel system [38], [39] because as long as one of them is oper-
ational, the request can be accommodated. Accordingly, 
the level of reliability is obtained by 

ℛ = 1 − (1 − ∏ ℛℳ𝑟
𝑊

𝑟∈𝑹

) ∙ (1 − ∏ ℛℳ𝑟
𝐵

𝑟∈𝑹

) (2) 

where ℳ𝑟
𝑊and ℳ𝑟

𝐵 are the modules of resource type 𝑟 in 
the working and backup servers, respectively. The first 
product term, i.e., (1 − ∏ ℛℳ𝑟

𝑊𝑟∈𝑹 ), is the failure probabil-
ity of the working server, where ∏ ℛℳ𝑟

𝑊𝑟∈𝑹  is the reliabil-
ity of the working server, according to (1). Similarly, the 
term (1 − ∏ ℛℳ𝑟

𝐵𝑟∈𝑹 )  is the failure probability of the 
backup server. The product of the two failure probabili-
ties is the probability that both servers fail. 

 

Fig. 3. Backup allocation on server basis vs. module basis.  

In the disaggregated scenario, the backup is at the level 
of a single module. As illustrated in Fig. 3(b), the request 
can be modeled as a parallel-series system. Different mod-
ules of the same type form a parallel system, and for each 
resource type, as long as one module of this resource type 
works, the resource is available. Furthermore, all types of 
resource modules should be available to avoid service 
failure. Therefore, resource modules of different types 
further form a series system. The achieved reliability is 
the product of the reliabilities of all types of resources, as:  

ℛ = ∏ (1 − (1 − ℛℳ𝑟
𝑊) ∙ (1 − ℛℳ𝑟

𝐵))

𝑟∈𝑹

. (3) 

Here, 1 − (1 − ℛℳ𝑟
𝑊) ∙ (1 − ℛℳ𝑟

𝐵) is the reliability of the 
pair of modules ℳ𝑟

𝑊 and ℳ𝑟
𝐵 , which are of resource type 

𝑟. Such a module pair follows a parallel system model, 
and only when the two modules fail simultaneously does 
the resource of type 𝑟 become unavailable.   

The example in Fig. 3 shows that resource disaggrega-
tion can achieve higher reliability due to the lower back-
up granularity. For example, assume that M2.1 and M1.2 
fail simultaneously, then the request’s resource demand 
can still be satisfied by the remaining modules in the dis-
aggregated scenario, but the request fails in the server-
based scenario. Assume that in Fig. 3, each module has 
the same reliability of 99.5%. According to (2), the 
achieved reliability in the server-based scenario (Fig. 3(a)) 
is 99.9777241%. According to (3), the achieved reliability 

in the disaggregated scenario (Fig. 3(b)) is 99.9925002%, 
which is 0.0147761% higher than the former. 

It needs to be pointed out that the reliability model (3) 
does not apply to legacy applications or VMs because 
they are not disaggregation-aware and do not support 
component-level failure independence. For example, in a 
VM, as long as even one single module used by this VM 
fails, all used resources will be isolated  [22]. Therefore, 
for legacy applications, the reliability model is the same 
as the server-based scenario. To maximize the reliability 
performance benefit brought from failure independence, 
significant evolutionary upgrades in application protocol 
design and operating system (OS) models are needed, but 
they are considerably more complicated [40]. Fortunately, 
some early efforts have already been made in this direc-
tion that is dedicated to memory and CPU fault tolerance. 
For example, Angel et al. [14] discussed some OS primi-
tives that combine failure independence with memory 
reassignment so that some forward-looking applications 
can benefit from the disaggregation. The authors in [22] 
discussed a switch-based failover combined with replica-
tion. LegoOS [32], a newly proposed OS model for the 
disaggregated architecture, incorporates RAID-style rep-
lication [41] for failure independence. This paper explores 
the service reliability benefit assuming that resource allo-
cation requests are disaggregation-aware and support 
failure independence.  

We assume that there is a central controller responsible 
for global resource management. In addition, other lower-
level (e.g., rack-level) operating systems monitor the state 
information of hardware modules, including module load, 
reliability/health condition, and failure occurrence, and 
report them to the central controller. The lower-level sys-
tems create instances for the requests based on the alloca-
tion results received from the central controller. For re-
quests provisioned with backup, each backup module 
(e.g., CPU) is a standby counterpart of the working mod-
ule, and the systems implement certain protocols to sup-
port fast recovery. For example, when implementing 
RAID-style replication for tolerating memory fault, the 
system needs to create a memory replica on the backup 
memory module. The systems also need to mirror the 
identical traffic from the computing nodes to the replica 
[22]. At the same time, the checkpointing technique [42] is 
a promising technique for recovering from CPU failures 
[22].  The systems need to checkpoint the CPU state, e.g., 
states of registers and program counter [22], [42]. The 
state information is then stored in the assigned memory 
for fast recovery. In addition, when a failure occurs in one 
of the working modules, the system also needs to switch 
the applications to the backup module, while other work-
ing modules keep serving the request without interrupt-
ing the service.   

3.2.3 Reliability-Aware Resource Allocation 

We propose a reliability-aware resource allocation 
scheme for the disaggregated and server-based scenarios 
to assess the reliability impact of resource disaggregation. 
Each resource allocation request has a specific reliability 
requirement apart from resource demands. Considering 

(b) Disaggregated scenario: 

Parallel-series system

M1.1 M1.2 M1.3

M2.1 M2.2 M2.3

Modules in the working server

Modules in the backup server

M1.1 M1.2 M1.3

M2.1 M2.2 M2.3

(a) Server-based scenario: 

Series-parallel system
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that backup is very costly and potentially inefficient, we 
try to accommodate it without using backup resources. 
Only if the reliability requirement cannot be met will we 
try to find backup resources for the request. For the sake 
of simplicity, this paper considers at the most one backup 
for each request. If the reliability requirement still cannot 
be met, then it is rejected. 

4 RELIABILITY-AWARE RESOURCE ALLOCATION IN 

DDCS 

The previous section has shown that disaggregation can 
potentially improve reliability in resource allocation. To 
explore further the improvement that can be achieved, we 
define an optimization problem in this section for reliabil-
ity-aware resource allocation in DDCs and then formulate 
it as an ILP problem.  

4.1 Problem Definition 

We describe the problem of reliability-aware resource 
allocation in DDCs as follows. We are given a set of re-
source modules of each resource type. These modules are 
disaggregated from a server-based DC. The resource ca-
pacity and reliability of each module are assumed to be 
given. We are also given a set of requests where each re-
quest is specified by its demand for each type of resource 
and a specific reliability requirement.  

The prime objective of the problem is to maximize the 
number of accepted requests. Accepting and accommo-
dating more requests often means higher revenue. In ad-
dition, in a lightly loaded situation, providing or not 
providing backup to the requests that have low-reliability 
requirements are both feasible. However, in this paper, 
we consider the aspect of resource efficiency and prefer to 
avoid allocating backup. For this, we consider a second-
ranked objective to minimize the number of requests that 
are accepted with backup.  

4.2 ILP Formulation 

The proposed ILP is presented as follows. 
Sets: 
𝑹  Set of server resource types, e.g., CPU, GPU, and 

memory.  
𝑴𝒓  Set of resource modules associated with resource 

𝑟. 
𝑰  Set of resource allocation requests. 
Parameters: 
𝐶𝑟𝑚  The amount of available capacity in module 𝑚 of 

resource 𝑟. 
ℛ𝑟𝑚  Reliability of resource module 𝑚 of resource type 

𝑟. 
𝐷𝑖𝑟  Resource demand of request 𝑖 for resource 𝑟. 
𝜃𝑖   Reliability requirement of request 𝑖. 
𝜖  A real number. 
Decision variables:  
𝛿𝑚

𝑖𝑟  A binary variable that equals one if module 𝑚 of 
resource type 𝑟  is allocated to request 𝑖  for 
providing the working resource (We refer to this 
module as 𝑖’s working module); zero, otherwise. 

𝛾𝑚
𝑖𝑟  A binary variable that equals one if module 𝑚 of 

resource type 𝑟  is allocated to request 𝑖  for 
providing the backup resource (We refer to this 
module as 𝑖’s backup module); zero, otherwise.  

𝜎𝑖  A binary variable that equals one if request 𝑖 is 
successfully allocated with working resources; 
zero, otherwise.  

𝜒𝑖   A binary variable that equals one if request 𝑖 is 
successfully allocated with backup resources; ze-
ro, otherwise. 

𝜔𝑖   A binary variable that equals one if request 𝑖 is 
accepted; zero, otherwise. 

𝜇𝑚𝑛
𝑖𝑟   A binary variable that equals one if modules 𝑚 

and 𝑛 of the same resource type 𝑟 are allocated to 
request 𝑖  as its working and backup modules, 
respectively; zero, otherwise. 

𝜉𝑚
𝑖𝑟  A binary variable that equals one if request 𝑖 is 

allocated with only working resources without 
backup, and module 𝑚 of resource type 𝑟 is allo-
cated to 𝑖 as its working module. 

The objective is to maximize the total number of ac-
cepted requests while minimizing the number of requests 
that are allocated with backup. 

Objective: Maximize 

∑ 𝜔𝑖

 𝑖∈𝑰

− 𝜖 ∙ ∑ 𝜒𝑖

 𝑖∈𝑰

. (4) 

The objective function is the number of accepted re-
quests (∑ 𝜔𝑖 𝑖∈𝑰 ) subtracted by the number of requests that 
are allocated with backups (∑ 𝜒𝑖 𝑖∈𝑰 ) weighted by a con-
stant 𝜖. When 𝜖 = 1, the objective turns into maximizing 
the number of accepted requests that are not allocated 
with backup resources. To give a higher priority to max-
imization of the number of accepted requests, we set the 
weight factor 𝜖 to be a small number. In particular, in this 
study, we set it as 𝜖 = 0.001. 

The above objective is subject to the following con-
straints. 

𝜎𝑖 = ∑ 𝛿𝑚
𝑖𝑟

𝑚∈𝑴𝒓

 ∀𝑖 ∈ 𝑰, 𝑟 ∈ 𝑹 (5) 

𝜒𝑖 = ∑ 𝛾𝑚
𝑖𝑟

𝑚∈𝑴𝒓

 ∀𝑖 ∈ 𝑰, 𝑟 ∈ 𝑹 (6) 

𝛿𝑚
𝑖𝑟 + 𝛾𝑚

𝑖𝑟 ≤ 1 ∀𝑖 ∈ 𝑰, 𝑟 ∈ 𝑹, 𝑚 ∈ 𝑴𝒓 (7) 

𝜎𝑖 ≥ 𝜒𝑖  ∀𝑖 ∈ 𝑰 (8) 

𝜔𝑖 = 𝜎𝑖  ∀𝑖 ∈ 𝑰 (9) 

∑(𝛿𝑚
𝑖𝑟 + 𝛾𝑚

𝑖𝑟) ∙ 𝐷𝑖𝑟

𝑖∈𝑰

≤ 𝐶𝑟𝑚 ∀𝑟 ∈ 𝑹, 𝑚 ∈ 𝑴𝒓 (10) 

∑ ∑ 𝜉𝑚
𝑖𝑟 ∙ log ℛ𝑟𝑚

𝑚∈𝑴𝒓𝑟∈𝑹

+ ∑ ∑ 𝜇𝑚𝑛
𝑖𝑟

𝑚,𝑛∈𝑴𝒓𝑟∈𝑹

∙ log(1 − (1 − ℛ𝑟𝑚) ∙ (1 − ℛ𝑟𝑛))

≥ 𝜔𝑖 ∙ log 𝜃𝑖  ∀𝑖 ∈ 𝑰 

(11) 

{

𝜇𝑚𝑛
𝑖𝑟 ≥ 𝛿𝑚

𝑖𝑟 + 𝛾𝑛
𝑖𝑟 − 1

𝜇𝑚𝑛
𝑖𝑟 ≤ 𝛿𝑚

𝑖𝑟 

𝜇𝑚𝑛
𝑖𝑟 ≤ 𝛾𝑛

𝑖𝑟

 ∀𝑖 ∈ 𝑰, 𝑟 ∈ 𝑹, 𝑚, 𝑛 ∈ 𝑴𝒓 (12) 
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{

𝜉𝑚
𝑖𝑟 ≥ 𝛿𝑚

𝑖𝑟 − 𝜒𝑖

𝜉𝑚
𝑖𝑟 ≤ 𝛿𝑚

𝑖𝑟

𝜉𝑚
𝑖𝑟 ≤ 1 − 𝜒𝑖

 ∀𝑖 ∈ 𝑰, 𝑟 ∈ 𝑹, 𝑚 ∈ 𝑴𝒓. (13) 

Explanations: 
Constraints (5) and (6) ensure that each request can be 

assigned a working (or backup) resource of type 𝑟 from 
only one module. For constraint (5), when the left-hand 
side 𝜎𝑖 = 1, the right-hand side must be equal to one, im-
plying that only one module satisfies the requirement. 
Constraint (7) ensures that a request's working and back-
up resources cannot share any module to avoid the situa-
tion that a failed module will disable both the working 
and the backup resources. Constraint (8) ensures that 
backup resources will not be allocated to a request if no 
working resources are allocated to the request.  Con-
straint (9) ensures that when a request is successfully allo-
cated with working resources, it is accepted, regardless of 
whether or not it is allocated with backup resources.  
Constraint (10) states the physical capacity restriction. For 
each resource module 𝑚 , the total resource demands 
hosted by this module cannot surpass the capacity of 𝑚.  

Constraint (11) ensures that the reliability requirement 
of each accepted request should be fulfilled. The first term 
on the left-hand side of inequality (11), i.e.,  
∑ ∑ 𝜉𝑚

𝑖𝑟 ∙ log ℛ𝑟𝑚𝑚∈𝑴𝒓𝑟∈𝑹 , corresponds to the situation that 
request 𝑖 is allocated with only working resources, while 
the second term corresponds to the situation that 𝑖 is also 
allocated with backup. The log coefficients are resulted 
from applications of Models (1) and (3) (See Section III-B).  
Given a reliability threshold 𝜃𝑖 , the inequalities using 
Models (1) and (3) are equivalent to inequalities (14) and 
(15), respectively.  

∑ log ℛℳ𝑟

𝑟∈𝑹

≥ log 𝜃𝑖 (14) 

∑ log (1 − (1 − ℛℳ𝑟
𝑊) ∙ (1 − ℛℳ𝑟

𝐵))

𝑟∈𝑹

≥ log 𝜃𝑖 . (15) 

Constraint (12) ensures that modules 𝑚  and 𝑛  of re-
source type 𝑟  are allocated to request 𝑖 as its working and 
backup resources, respectively. The first inequality of (12) 
addresses the case that 𝜇𝑚𝑛

𝑖𝑟 = 1. This will require that 𝛿𝑚
𝑖𝑟 

and 𝛾𝑛
𝑖𝑟 both equal one. That is, both working and backup 

resources are allocated to request 𝑖. The second and the 
third inequalities of (12) address the case that 𝜇𝑚𝑛

𝑖𝑟 = 0. 
This will require that either 𝛿𝑚

𝑖𝑟  or 𝛾𝑛
𝑖𝑟  equal 0. That is, 

either the working or the backup resources are not allo-
cated.  

Constraint (13) ensures that request 𝑖 is allocated only 
with working resources without backup. According to 
constraint (11), such request 𝑖  has a low reliability re-
quirement and can be admitted without backup. The first 
inequality of (13) addresses the case that 𝜉𝑚

𝑖𝑟 = 1. This 
will require that 𝛿𝑚

𝑖𝑟 = 1 and  𝜒𝑖 = 0. That is, request 𝑖 is 
allocated only with working resources but without back-
up. The second and the third inequalities of (13) address 
the case that 𝜉𝑚

𝑖𝑟 = 0. This will require that either 𝛿𝑚
𝑖𝑟 =

0 or 𝜒𝑖 = 1. That is, either the working resources are not 
allocated, or the backup resources are allocated. 

The computational complexity of this ILP in terms of 

both the number of dominant variables 𝜇𝑚𝑛
𝑖𝑟  and the 

number of dominant constraints (12) is 𝑂(|𝑰| ∙ |𝑹| ∙ |𝑴𝒓|2).  

5 HEURISTIC METHOD 

The ILP is unsolvable for large systems due to its high 
complexity. We develop a heuristic algorithm to solve the 
problem of the reliability-aware resource allocation in 
DDCs. In this algorithm, we maximize the number of ac-
cepted requests from two aspects. Firstly, we try to satisfy 
the reliability requirement of each request by allocating 
working resources, and only when the requirement is 
violated will we try to allocate backup resources. Second-
ly, in order to guarantee the reliability of a certain request, 
the reliability of modules assigned to this request should 
be as high as possible. Nevertheless, this will affect the 
acceptance of other requests, especially those with higher 
reliability requirements. Therefore, we try to allocate 
modules to each request that is least reliable but reliable 
enough to satisfy its requirement. 

Algorithm 1: Reliability-Aware Resource Allocation in 

DDCs 

Input: 𝑖, a request; 𝑴𝒓∀𝑟 ∈ 𝑹, sets of resource modules. 

Output: An integer value that equals 1 if 𝑖 is accepted without back-

up allocation, 2 if accepted with backup allocation, and -1 if 

rejected. 

1. For ∀𝑟 ∈ 𝑹 

2. Exclude modules in 𝑴𝒓 with insufficient resources; 

3. 𝑳𝒓 ← Modules of type 𝑟 in descending order of reliability;  

4. If (Trial (𝑖,𝑳𝒓,1)) // Allocate with no backup  

5. Return 1; //Success without backup  

6. If (Trial (𝑖,𝑳𝒓,2)) //Allocate with backup 

7. Return 2;//Success with backup 

8. Return -1; //Failure 

Function: Trial (𝑖,𝑳𝒓,𝐾) 

Input: 𝑖, a request;  

𝑳𝒓, ∀𝑟 ∈ 𝑹, lists of modules in descending order of reliability; 

𝐾 ∈ {1,2}, the number of modules for each type needed, equal-

ing 1 for not allocating backup while 2 for allocating backup; 

Output: A Boolean flag denoting whether success or failure.  

9. 𝑚𝑟,𝑐
𝑡𝑎𝑟𝑔

= 𝑁𝑢𝑙𝑙, ∀𝑟 ∈ 𝑹, 𝑐 = 1 … 𝐾; //Initialize target modules. 

10. 𝑚𝑟,𝑐
𝑐𝑢𝑟 = 𝑳𝒓[𝑐], ∀𝑟 ∈ 𝑹, 𝑐 = 1 … 𝐾 ; //Initialize 𝐾  current modules of 

each type to be the first 𝐾 modules in each list. 

11. While (𝑚𝑟,𝑐
𝑐𝑢𝑟 ≠ 𝑁𝑢𝑙𝑙, ∀𝑟 ∈ 𝑹, , 𝑐 = 1 … 𝐾) 

12. ℛ𝑡𝑒𝑚𝑝= reliability of 𝑖 if assigned with 𝑚𝑟.𝑐
𝑐𝑢𝑟, ∀𝑟, 𝑐 , computed 

according to (1) if 𝐾 == 1; (3) if 𝐾 == 2; 

13. If ℛ𝑡𝑒𝑚𝑝 ≥ 𝜃𝑖 //𝜃𝑖, reliability requirement of 𝑖 

14. 𝑚𝑟,𝑐
𝑡𝑎𝑟𝑔

= 𝑚𝑟,𝑐
𝑐𝑢𝑟, ∀𝑟 ∈ 𝑹, 𝑐 = 1 … 𝐾; 

15. Among 𝑚𝑟.𝑐
𝑐𝑢𝑟, ∀𝑟 ∈ 𝑹, 𝑐 = 1 … 𝐾, find the module with the 

highest reliability 𝑚𝑟∗,𝑐∗
𝑐𝑢𝑟 , replace it with a subsequent mod-

ule in 𝑳𝒓∗ that has not been checked; 

16. Else 

17. Break; 

18. If (𝑚𝑟,𝑐
𝑡𝑎𝑟𝑔

≠  𝑁𝑢𝑙𝑙, ∀𝑟 ∈ 𝑹, , 𝑐 = 1 … 𝐾) 

19. Allocate resource to 𝑖 from the found target modules; 

20. Return True; 

21. Return False; 
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Algorithm 1 is the pseudocode of the proposed heuris-

tic algorithm to allocate resources to a certain request 𝑖. 

This algorithm starts by excluding modules that have 

insufficient resources remaining with them (Line 2), i.e., 

the remaining resources are less than request 𝑖’s demand 

𝐷𝑖𝑟  (𝑟 ∈ 𝑹). Then, for each resource type, we create a list 

𝑳𝒓 (𝑟 ∈ 𝑹) to store the modules of this resource type. Since 

there are |𝑹| types of resources, the number of lists is also 
|𝑹|. Each list 𝑳𝒓 (𝑟 ∈ 𝑹) is sorted in descending order of 

the reliabilities of modules stored in the list (Line 3). In 

such an order, the former modules are more reliable than 

the latter, and if the former cannot satisfy the reliability 

requirement of the request, there is no need to check sub-

sequent modules further, and the request can be immedi-

ately rejected. Of course, if the ones at the top are feasible, 

we need to take a further step to find less reliable mod-

ules which are still adequately reliable to guarantee the 

reliability requirement of request 𝑖. In Line 4, we try to 

allocate resources to request 𝑖  with only working re-

sources by calling the function Trail() (with input 𝐾 = 1). 

If the reliability requirement can be satisfied, we accept it 

and return an integer 1 (Line 5). Otherwise, we will try to 

allocate it with both working and backup resources by 

calling the same function with input 𝐾 = 2 (Line 6) and 

return an integer 2 (Line7). If both trials fail, we return -1 

(Line 8), indicating that this request cannot be satisfied 

and is therefore rejected. 
Line 9 ~ 21 in Alg. 1 gives the pseudocode of the func-

tion Trail(), which has three inputs, i.e., current request 𝑖, 
lists of modules 𝑳𝒓 of each resource type (∀𝑟 ∈ 𝑹), each of 
which is already sorted (Line 3), and an integer  𝐾 ∈ {1,2}. 
When 𝐾 = 1, this function tries to allocate only working 
resources to request 𝑖  while meeting 𝑖 ’s reliability re-
quirement. If 𝐾 = 2, the algorithm tries to allocate both 
working and backup resources to 𝑖  to meet 𝑖 ’s require-

ment. In Line 9, 𝑚𝑟,𝑐
𝑡𝑎𝑟𝑔

 represents the target modules that 

are finally allocated to request 𝑖 which are initialized as 

NULL. Although we use only one term 𝑚𝑟,𝑐
𝑡𝑎𝑟𝑔

, it repre-

sents |𝑹| × 𝐾 variables here. For example, if 𝐾 = 2 (corre-
sponding to the situation that both working and backup 
resources are needed) and three types of modules are 
considered, this term represents six variables which are 

the final six chosen modules for 𝑖 , e.g., 𝑚"𝐶𝑃𝑈",1
𝑡𝑎𝑟𝑔

 denotes 

the first CPU module (or working module) that are finally 

allocated to the current request 𝑖; 𝑚"𝐶𝑃𝑈",2
𝑡𝑎𝑟𝑔

 denotes the sec-

ond CPU module (or backup module) that are finally al-

located to request 𝑖 , and 𝑚"𝑀𝑒𝑚𝑜𝑟𝑦",1
𝑡𝑎𝑟𝑔

 denotes the first 

memory module that is finally allocated to request 𝑖. In 
Line 10, we initialize |𝑹| × 𝐾 temporary variables denoted 
by 𝑚𝑟,𝑐

𝑐𝑢𝑟  to be the first 𝐾 modules in each list. For example, 

if 𝐾 = 1, we try to check the first modules in each list to 
find whether they can fulfill the reliability requirement of 
request 𝑖 (Line 12). Similarly, if 𝐾 = 2, we try the first two 
modules in each list, where one is the working module of 
request 𝑖  working module, and the other is its backup 
module. In Line 12, based on the value of 𝐾 we choose the 
reliability model either from (1) (no backup situation) or 

(3) (with a backup situation) to calculate the reliability of 
request 𝑖. If these temporarily chosen modules (𝑚𝑟,𝑐

𝑐𝑢𝑟) can 

meet the requirement (Line 13), we temporarily set these 
modules as the final chosen module (Line 14). However, 
we do not stop here because we still intend to find mod-
ules that are less reliable but can still meet request 𝑖’s re-
quirement. As in Line 15, in each loop, among all 
𝑚𝑟.𝑐

𝑐𝑢𝑟 , ∀𝑟 ∈ 𝑹, 𝑐 = 1 … 𝐾, we only change one module with 
the highest reliability to the next module that has not 
been checked in the list where this module is stored. The 
loop terminates when we cannot find any more modules 
(Line 11) or when the current modules cannot meet 𝑖’s 
requirement (Line 17). Finally, in the function Trail(), we 
allocate resources to 𝑖 (Line 19) and report a success (Line 
20) if this process succeeds. Otherwise, we report a failure 
(Line 21). 

 

Fig. 4. Trial of allocating working-only resources.  

In the example shown in Fig. 4, we assume that 𝐾 = 1, 
i.e., we try to allocate only working resources and only 
one module of each type. There are three types of mod-
ules, i.e., CPU, memory, and GPU modules, where each 
type of module is arranged in a distinct list in descending 
order of reliability (represented by the value in each box). 
Suppose the reliability requirement of the current request 
is 𝜃𝑖 = 0.965. In this figure, p1, p2, and p3 are pointers 
that point to current modules (i.e., 𝑚𝑟,𝑐

𝑐𝑢𝑟)  in each list in 
the process. In the beginning, modules c1, m1, and g1 are 
selected, and according to (1), the achieved reliability is 
ℛ𝑡𝑒𝑚𝑝 = 0.998 × 0.994 × 0.991 = 0.983 > 𝜃𝑖 , meaning that 
these three modules can meet 𝑖’s reliability requirement. 
Next, we move p1 to c2 as c1 has the highest reliability 
among c1, m1, and g1. The reliability is now ℛ𝑡𝑒𝑚𝑝 =
0.975 > 𝜃𝑖 . The next step is to move p2 to m2 as m1 has 
the highest reliability, to get ℛ𝑡𝑒𝑚𝑝 = 0.969 > 𝜃𝑖 . The next 
step is to move p3 to g2. But this now gives ℛ𝑡𝑒𝑚𝑝 =
0.963 < 𝜃𝑖 , meaning that current module combinations 
cannot fulfill 𝑖’s reliability. The process stops here, and 
the final modules selected are c2, m2, and g1.  

We next analyze the complexity of Algorithm 1. As-
sume that the adopted sorting algorithm takes 𝑇(𝑛) time, 
where 𝑛 is the number of elements in a sequence to be 
sorted. Accordingly, lines 1~3 take 𝑂(|𝑹| ∙ 𝑇(|𝑴𝒓|)) time, 
mainly for sorting modules of each type, where |𝑴𝒓| is 
the number of modules of each resource type 𝑟 ∈ 𝑹. The 
most time-consuming part of the Trial() function algo-
rithm is the while-loop (Lines 11-17). Each line inside the 
loop-body is executed at most once in each loop. Accord-
ingly, the while-loop takes 𝑂(|𝑹| ∙ |𝑴𝒓|) time in the worst 
case. Other parts of the function take 𝑂(1) time. Therefore, 
both Line 4 and Line 6 take 𝑂(|𝑹| ∙ |𝑴𝒓|) time to call the 

CPU modules Memory modules GPU modules
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0.985

0.980

0.957

0.998

0.988

0.975

0.960

0.994

0.985

0.980

0.950

0.991
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c4
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c1

m2
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m4

m1

p1 p2

Reliability threshold = 0.965

1. p1->c1, p2->m1, p3->g1, 

   feasible

2. move p1 -> c2, feasible

3. move p2->m2, feasible

4. move p3-> d2, infeasible 

Finally select c2, m2, g1

p3

g2

g3

g4

g1
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function Trail(). In total, the complexity of Alg. 1 is in the 
order of 𝑂(|𝑹| ∙ 𝑇(|𝑴𝒓|) + |𝑹| ∙ |𝑴𝒓|). 

Algorithm 1 allocates resources for only one request. 
For the scenario of batch requests, we notice that the or-
der of requests directly impacts the total number of ac-
ceptances. To maximize the objective function (4), we 
employ a shuffling process. For this, given a set of re-
quests 𝑰, we first randomize the order of requests in 𝑰, 
and then try to allocate resources for each request accord-
ing to the randomized order by calling Algorithm 1. We 
run this randomize-and-try procedure repeatedly for a 
number of times (e.g., 107), which is a user-defined pa-
rameter based on the run-time requirement and the prob-
lem size, and finally, we choose the result with the maxi-
mum value of the objective function (4).  

6 NUMERICAL RESULTS 

6.1 Test Conditions 

We consider three types of resource modules: CPU mod-
ules with a capacity of 32 cores each, memory modules 
with a capacity of 128 GB each, and disk modules with a 
capacity of 1024 GB each. Apart from resource capacity, the 
reliability of each module is a randomly generated value 
varying from 0.9 to 0.999. Each server is assumed to have 
one CPU module, one memory module, and one disk 
module in a server-based scenario. Note that in a disaggre-
gated environment, each module is a distinct node. In 
terms of total module number, we consider two test cases: 
Case A consists of 30 modules in total, 10 modules of each 
type, corresponding to 10 servers; Case B consists of 3000 
modules in total, 1000 modules of each type, correspond-
ing to 1000 servers. In addition, resource demands of each 
request are assumed to be randomly distributed within [1, 
16] (cores) for CPU, [1, 64] (GB) for memory, and [1, 512] 
(GB) for disk space. We set the shuffling counts to be ten 
million for Case A while 10 thousand for Case B. 

In the evaluation, we consider the following four 
schemes to compare. 
1. Reli_Dis (Reliability-aware allocation for Disaggregation-

aware applications in DDCs): The proposed reliability-
aware resource allocation scheme is used to allocate 
resources for disaggregation-aware applications in 
DDCs. In this scheme, both Algorithm 1 and the pro-
posed ILP are used to solve the problem. We refer to 
the two solutions as Reli_Dis_Alg and Reli_Dis_ILP in 
the numeric results, respectively.  

2. FF_Dis (First-Fit allocation for Disaggregation-Aware ap-
plications in DDCs): The first-fit approach is used to al-
locate resources for disaggregation-aware applications 
in DDCs. The greedy method searches for the first 
modules to meet each request's reliability and resource 
demands. Because the considered applications are dis-
aggregation-aware, Model (3) is used to calculate the 
reliability of a request when allocating with backup.  

3. Reli_Legacy (Reliability-aware allocation for Legacy applica-
tions in DDCs): Unlike Reli_Dis, legacy applications are 
not disaggregation-aware, and therefore Model (3) 
cannot be used to calculate the reliability of each re-
quest. Instead, Model (2), i.e., a reliability model based 

on (2), is applied in this scenario. The modified reliabil-
ity-aware allocation method (Algorithm 1) is used for 
this scenario in the simulation. The only modification 
is line 12 in Algorithm 1, where Model (3) is changed 
to Model (2) for the reliability calculation when a re-
quest is allocated with backup.  

4. Reli_Server (Reliability-aware allocation in Server-based 
DCs): For this scheme, we also develop an ILP and a 
heuristic algorithm for the comparison. Compared 
with the ILP presented in this paper for a DDC, the ILP 
for this scenario differs mainly in the following con-
straints. (a) A constraint to ensure that each request 
can only get working (or backup) resources of all types 
from one server. (b) A constraint to ensure that the re-
liability of each accepted request is calculated accord-
ing to equations (1) or (2). (c) Working and backup re-
sources for a request cannot share a common server. 
As for the heuristic algorithm, we use the same policy 
as the heuristic algorithm proposed in this paper, i.e., 
try to allocate each request with the least reliable serv-
ers but still ensure its reliability requirement. We refer 
to the two solutions as Reli_Server_ILP and Reli_Server-
Server_Alg, respectively.  

We use the commercial software package 
AMPL/Gurobi to solve the ILPs and the MIPGap, i.e., the 
gap threshold between the upper and lower bounds [43], is 
set to be 0.01%. We use Java to implement the algorithms, 
and the code is publicly accessible 
(https://github.com/chaogeenjoy/Reliability-aware-ra-
ddc).   

6.2 Results Obtained with Varying Reliability 
Requirements 

We first evaluate the performance of the resource disaggre-
gation scheme with different reliability requirements for 
each request.  

6.2.1 Number of Acceptances 

We first evaluate the total number of acceptances (i.e., the 
number of accepted requests with provisioned resources) for 
different reliability requirements. Fig. 5 gives the corre-
sponding results.  

Fig. 5(a) presents the results of Case A, where the total 
number of incident requests is set to be 30. The results show 
that the number of acceptances decreases with the reliability 
requirements increase. This is reasonable as highly reliable 
modules are very few, and the higher the reliability re-
quirement, the less hardware that can support the request. 
We also observe that the proposed Reli_Dis scheme achieves 
the best performance in terms of the number of acceptances. 
Moreover, the higher the reliability requirement, the more 
pronounced the advantages of the proposed scheme. There 
are two main reasons for this. First, resource disaggregation 
allows each request to choose resource modules with more 
flexibility, and that is more likely to find a group of modules 
that can provide the required reliability than in the server-
based scenario. Moreover, resource disaggregation provides 
a more granular and independent failure pattern. With the 
new failure pattern, the reliability model (i.e., (3)) for provi-
sioning backup resources is different from the legacy appli-
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cations and provides higher reliability.  
Second to the proposed scheme is the Reli_Leg scheme. 

The only difference between this scheme and the proposed 
scheme is that this scheme considers legacy applications, 
which are not disaggregation-aware and cannot fully utilize 
the benefit brought by failure independence. We see that the 
maximum difference between our proposed scheme with 
this scheme is more than 23%, at the highest reliability re-
quirement. This benefit also inspires the application devel-
opers to make significant changes in their programming 
model to utilize the failure independence property [14]. An-
other observation is that Reli_Leg performs much better than 
the Reli_Server scheme, mainly because the former considers 
disaggregated architecture which provides higher flexibility 
than the latter, which considers traditional architecture, even 
though they are both for legacy applications.  

 
(a) Case A 

 
(b) Case B 

Fig. 5. The number of accepted requests versus reliability require-
ments.  

As for the Reli_Server scheme, we observe that all re-
quests are accepted in the beginning. However, when the 
requirements increase further, the results decrease sharply, 
and finally, when the requirement is 0.995, all requests are 
rejected, so none of the requests can be met with the reliabil-
ity requirement. This shows that the server-based architec-
ture is relatively weak in responding to high-reliability re-
quirements. We also see that the FF_Dis scheme, which ap-
plies the first-fit approach, performs worse than the pro-
posed scheme, especially at high-reliability requirements. 
Their maximum difference reaches 90%. FF_Dis does not 
consider reliability and may assign highly reliable modules 
to a request, such that other requests with high-reliability 

requirements cannot find feasible modules. The results 
demonstrate the efficiency of the proposed algorithm. Final-
ly, it is observed that heuristic algorithms provided here 
perform quite close to the optimal results of the correspond-
ing ILPs, which also demonstrates that the heuristic algo-
rithms are very efficient. 

A similar study was carried out for Case B, whose results 
are shown in Fig. 5(b), where the number of incident re-
quests is 3000. Here, we do not provide the results for ILPs 
because the problem scale here is quite large, and the two 
ILPs are intractable due to their extreme computational 
complexity. The results in Fig. 5(b) show a similar trend to 
that in Case A. The proposed Reli_Dis scheme performs the 
best, and maximum improvements over the Reli_Leg, 
FF_Dis, and Reli_Server schemes are 32%, 84%, and 97%, 
respectively. These results again demonstrate that resource 
disaggregation brings great benefits to reliable resource pro-
visioning, and the proposed algorithm has a very high effi-
ciency in solving reliability-aware resource allocation prob-
lems. The reason for these results is the same as that for Case 
A.  

6.2.2 The Proportion of Accepted Requests 
Provisioned with Backup Resources 

Apart from the number of accepted requests, we are also 
interested in finding the proportion of them provisioned 
with backup resources, defined as the number of requests 
provisioned with backup resources divided by the total 
number of accepted requests. In general, it is more efficient 
to meet each request’s reliability requirement without re-
dundancy. Therefore, the higher the proportion, the more 
efficient a method will be. This is not always right but 
should be subject to a fixed number of acceptances. The sim-
ulation results are shown in Fig. 6.   

Fig. 6(a) gives the results for Case A. Firstly, compared 
with the results in Fig. 5, we observe that when the reliability 
requirement is 0.8, all the incoming requests are accepted 
with no backup in all schemes. With the increase of the reli-
ability requirements, the proportion increases from 0 to 100 
percent. Then we observe that the proportion of requests 
provisioned with backup by the Reli_Server scheme is sig-
nificantly higher than other schemes. The reason is that 
Reli_Server considers a server-based architecture, which has 
lower flexibility in choosing module combinations for a re-
quest than a disaggregated one. In the disaggregated archi-
tecture, a request can flexibly find an appropriate group of 
modules that can meet its requirement with just enough 
reliability. Unlike the former, the request can only choose 
modules from one particular server in the server-based ar-
chitecture.  The highly reliable servers are quickly used up 
with less choice in the server-based architecture than that in 
the disaggregated one. Therefore, we have to allocate many 
requests with backup to meet the requirements, especially 
those with high-reliability requirements, leading to the high 
proportion value. It is interesting to observe that the FF_Dis 
scheme has the lowest ratio value compared with other 
schemes. Compared with the total number of acceptances as 
shown in Fig. 5(a), we find that such lowest results are at the 
cost of sacrificing the total acceptances. It can be seen from 
Fig. 5(a) that the sacrifice is up to 90% compared with our 
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proposed reliability-aware scheme, which is entirely unac-
ceptable. The Reli_Leg scheme achieves almost the same 
performance as our proposed schemes regarding the pro-
portion of requests allocated with backup. While it achieves 
smaller values than the proposed scheme at certain points 
(e.g., 0.95), its number of acceptances is also smaller than our 
proposed scheme. The results of FF_Dis and Reli_Leg also 
show that our proposed scheme can guarantee a larger 
number of acceptances, but sometimes the proportion of 
requests accepted with backup is not always larger. Lastly, 
we again observe that the heuristic algorithms perform very 
close to the corresponding ILPs, demonstrating the efficiency 
of the heuristic algorithms.  

 
(a) Case A 

 
(b) Case B 

Fig. 6. The proportion of accepted requests provisioned with backup 
resources varying with reliability requirements.  

Fig. 6(b) gives the results for Case B. In general, the re-
sults trend is similar to that of Fig. 6(a). We again observe 
that the proportion of requests provisioned with backup 
resources in the disaggregated scenario (Reli_Dis_Alg, 
Reli_Leg, and FF_Dis) is significantly less than that in the 
server-based scenario (Reli_Server_Alg). The reason is the 
same as that for Case A, and it again demonstrates that re-
dundancy can be significantly avoided to achieve the same 
reliability requirements by disaggregating resources in DCs. 
This also demonstrates a higher efficiency of the disaggre-
gated architecture than the server-based one, and resource 
disaggregation will be desirable for reliable resource alloca-
tion in DCs. The results of the Reli_Leg scheme are again 
very close to our proposed Reli_Dis scheme. The reasons for 
these are similar to that of Case A, and we do not repeat 
them here. 

6.3 Results Obtained with Varying Load  

We have also evaluated the performance by varying the 
total number of incoming requests. For this, we set the relia-
bility requirement of each arrival request to be a random 
value uniformly distributed in the interval (0.98, 0.999). 

6.3.1 Number of Acceptances  

The number of acceptances for an increasing number of 
requests is shown in Fig. 7.  

 
(a) Case A 

 
(b) Case B 

Fig. 7. The number of accepted requests varying with the number of 
requests.  

Fig. 7(a) shows the results for Case A. Here, the number 
of requests increases gradually with the increase of incident 
requests. We can observe that our proposed scheme per-
forms best in terms of acceptance number, with maximum 
improvements of 16%, 41%, and 75% over the Reli_Leg, 
Reli_Server, and FF_Dis schemes. We also observe that all 
the requests can be accepted initially by only the Reli_Dis 
and Reli_Leg schemes, while their difference enlarges as the 
incident requests increase, demonstrating that the former 
outperforms the latter. The reason is that legacy applications 
do not support module-level failure independence, so the 
reliability when allocating with backup is lower than when 
deploying disaggregation-aware applications. As for the 
first-fit approach, i.e., the FF_Dis scheme, although it also 
considers the same applications and reliability models as the 
Reli_Dis scheme, the method is not aware of reliability in-
formation. Many requests requiring low-reliability may oc-
cupy highly reliable modules, which causes many other re-
quests not to find their hosts, resulting in a low acceptance 
number. The Reli_Server scheme performs far worse than 
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our proposed Reli_Dis scheme, demonstrating that dis-
aggregation can improve the reliability performance and 
resource efficiency and meet the reliability requirement of 
more requests. Lastly, we again observe that the heuristic 
algorithms perform very close to the corresponding ILPs in 
both Reli_Dis and Reli_Server schemes, and the maximum 
difference between the Reli_Dis_ILP and the Reli_Dis_Alg is 
3.8%, demonstrating the efficiency of the corresponding al-
gorithms.  Fig. 7(b) shows the results for Case B, where we 
observe a similar trend as for Case A. The number of ac-
ceptances of our proposed Reli_Dis scheme is the largest, 
which is 30%, 54%, and 80% larger than the Reli_Leg, 
Reli_Server, and FF_Dis schemes, respectively. 

6.3.2 The proportion of accepted requests provisioned 
with backup resources 

 
(a) Case A 

 
(b) Case B 

Fig. 8. The proportion of accepted requests provisioned with backup 
resources varying with the number of requests.  

Fig. 8 shows the proportion of requests provisioned with 
backup among all acceptances for an increasing number of 
incident requests. Fig. 8(a) shows the results for Case A, 
where we observe that all accepted requests need backup 
resources in the server-based scenario, i.e., the results of the 
Reli_Server scheme. On the contrary, the values for the pro-
posed Reli_Dis scheme are 70 to 80 percent, showing that 
resource disaggregation can improve resource utilization 
and reduce redundancy while still meeting service require-
ments. It is interesting to observe that the results of the 
Reli_Leg scheme have a peak when the number of requests 
is 30. This is because it is not always optimal to prioritize 
maximizing the number of acceptances and minimizing the 
number of requests with backup. The results of other 

schemes show a remarkable similarity to the results in Fig. 
6(a), and the reason is the same. Meanwhile, the results for 
Case B in Fig. 8(b) are also similar to Case A.  

6.4 Results Obtained with Varying Hardware 
Reliability  

 
(a) Case C 

 
(b) Case D 

 
(c) Case E 

Fig. 9. The number of accepted requests varying with the number of 
requests and the difference in acceptances between the 
Reli_Dis_Alg and other algorithms.  

Cases A and B have similar settings of hardware reliabil-
ity.  This subsection considers another three test cases 
with increasing reliability settings, i.e., Cases C, D, and E. 
The reliability of each resource module is randomly gen-
erated following a uniform distribution.  Module reliabil-
ity values vary from 0.9 to 4-9s in Case C, 3-9s to 6-9s in 
Case D, and 5-9s to 8-9s in Case E. We here use 3-9s to 
represent a reliability value of 0.999, i.e., there are three 9s 
followed by the decimal point. The other settings, e.g., the 
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number of modules of each resource type, are the same as 
that of Case B. We assume that there are 3000 requests. 
Fig. 9 and Fig. 10 show the results with the change of reli-
ability requirement. Fig. 9 shows the number of ac-
ceptances in Cases C, D, and E (the histogram). It also 
shows the difference between the results of Reli_Dis_Alg 
and each other algorithm (line chart). Fig. 10 shows the 
proportion of accepted requests provisioned with backup 
resources. It needs to be pointed out that when the relia-
bility requirements are too high, no requests can be ac-
cepted, and the number of acceptances and the number of 
accepted requests provisioned with backup are all zeroes. 
When deriving the proportion value in Fig. 10, we may 
get “0/0,” which has no meaning in mathematics. We set 
the value to be one hundred percent in such cases when 
drawing Fig. 10, indicating that all accepted requests (ac-
tually none in this case) are provisioned with backup.  

Generally, for each algorithm, the results in Cases C-E 
have the same trend. Their main difference is the optimi-
zable interval, i.e., the reliability requirement interval 
where the results change. For example, the optimizable 
interval of Reli_Dis_Alg is [0.9, 7-9s] in Case C (Fig. 9(a)), 
[3-9s, 11-9s] in Case D (Fig. 9(b)), and [5-9s, 16-9s] in Case 
E (Fig. 9(c)). The shift of the optimizable interval in the 
three test cases is because of the increase in hardware re-
liabilities. This reasoning is also applicable to the results 
of the other algorithms and the results in Fig. 10. Moreo-
ver, the trends are also similar to those of the results in 
Section 6.2. Thus, the analyses and conclusions in previ-
ous sections are also applicable here, and we do not re-
peat them. It is interesting to analyze the differences be-
tween the values of the different schemes in Fig. 9. We 
observe that Reli_Leg has a narrower optimizable interval 
(relative to Reli_Dis_Alg) than Reli_Server_Alg and 
FF_Dis.  In Fig. 9(a), Reli_Leg is different from 
Reli_Dis_Alg only within the interval [0.975, 6-9s]. For the 
reliability requirements outside the interval, their differ-
ences are all zeroes. As described previously, Reli_Leg 
and Reli_Dis schemes differ because the former considers 
legacy applications that do not support the failure inde-
pendence assumption. More specifically, Reli_Leg applies 
Model (2) to calculate the reliability of a request provi-
sioned with backup resources, while Reli_Dis applies 
Model (3). In addition, when the requirements are not 
high (0.8 to 0.9),  requests can be accepted without requir-
ing backup resources, so the two algorithms exhibit no 
difference in their performances. As the requirement in-
creases from 0.9 to 0.99, the difference increases gradually, 
implying the advantage of our proposed scheme over the 
Reli_Leg scheme is more significant for high-reliability 
requirements. However, the difference decreases gradual-
ly after the requirement surpasses 0.99 and finally van-
ishes when the requirement reaches 7-9s. The reason is 
that the optimization space gradually decreases when 
reliability requirements increase to a very high level. 
When the requirement is extremely high (7-9s as in Fig. 
9(a)), no hardware can support the requests to meet their 
requirements even with an optimal method.  

 
(a) Case C 

 
(b) Case D 

 
(c) Case E 

Fig. 10. The proportion of accepted requests provisioned with back-
up resources varying with the number of requests. 

Another interesting observation is that there are two 
peaks in the difference values of Reli_Server_Alg in each 
of Figs. 9(a)-(c). In Fig. 9(a), the first peak appears at 0.9 
when the difference value of Reli_Leg is still zero. Com-
bined with previous analyses of the difference values of 
Reli_Leg, we can find that the appearance of the first peak 
is mainly due to the flexibility and efficiency improve-
ment brought by disaggregation. From Fig. 10(a), we find 
that the first peak appears when Reli_Dis_Alg starts to 
allocate backup resources for requests. Before this first 
peak (requirement smaller than 0.9), in the disaggregated 
architecture (Reli_Dis_Alg), there is no need for backup to 
meet the requirement, while in the server-based architec-
ture (Reli_Server_Alg), the backup is inevitable. Therefore, 
the efficiency of the former is higher than the latter and 
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can thus support more requests. When the requirement 
exceeds 0.9, the backup becomes necessary in the dis-
aggregated architecture, and the difference values gradu-
ally decrease. The above analyses are also applicable to 
the results in Cases D-E. We can see that the first peak in 
Fig. 9(b) appears at 3-9s, where Reli_Dis_Alg starts to 
allocate backup (Fig. 10(b)). The first peak in Fig. 9(c) ap-
pears at 5-9s, where Reli_Dis_Alg also starts to allocate 
backup (Fig. 10(c). As for the second peaks, we can see 
from Fig. 9(a)-(c), they appear exactly at the peaks of 
Reli_Leg. The cause here is the same as Reli_Leg, i.e., the 
newly introduced reliability model when provided with 
backup brought by hardware disaggregation.  

Finally, the results of FF_Dis in Figs. 9-10 again 
demonstrate the efficiency of our proposed algorithm. 
Nevertheless, we need to point out that such a conclusion 
is made within the optimizable intervals. We cannot 
guarantee the efficiency of our proposed method when 
reliability is not of significant concern. 
For example, in a hardware environment where the 
hardware reliability is very high, the requests’ require-
ment would not be a problem. In such a situation, our 
conclusion would be unrealistic. However, as can be seen 
from many industry requirements and specifications, re-
liability concerns are always of significant importance 

6.5 Run-Time of the Proposed Heuristic Algorithm 
against the ILP  

We next provide results for the run-time of our pro-
posed heuristic algorithm in comparison with that of the 
ILP model.  The run-time of the ILP model is the time the 
solver AMPL/Gurobi takes to solve the ILP model. Note 
that raising the bound of the ILP model, i.e., setting a 
higher MIPGap in AMPL, can shorten the run-time but 
may adversely affect the performance. We are interested 
in comparing the run-time of the heuristic algorithm and 
the ILP model with bound, which achieves a similar per-
formance to the heuristic algorithm. The maximum dif-
ference between the ILP optimal and the proposed heuris-
tic algorithm is 3.8% (See Fig. 7(a)). Therefore, to achieve 
similar performance, the bound should be twice 3.8%. 
Conservatively, we set the gap to be 8%. As in the previ-
ous test cases, we consider three types of resources, i.e., 
|𝑹| = 3. We then define the problem size to be the num-
ber of resource nodes of each resource type, i.e., |𝑴𝒓|. The 
other settings, e.g., module capacity, module reliability, 
resource demand, and reliability requirement of each re-
quest are the same as those of Case A. The number of in-
cident requests here is set to be |𝑹| ∙ |𝑴𝒓| = 3|𝑴𝒓|.  Fig. 11 
shows the run-time versus the problem size for each of 
the algorithms, namely, (a) the heuristic algorithm, (b) the 
ILP model, and (c) the ILP model with a bound of 8%, i.e., 
the ILP model that stops its run when the difference be-
tween the upper and lower performance bounds reaches 
8%. This figure also shows the trendlines of these results.  

 
(a) The heuristic algorithm 

 
(b) ILP model 

 
(c) ILP model (with a bound of 8%) 

Fig. 11. Run-time of the different algorithms vs. the problem size. 

Comparing Figs. 11(a), 11(b), and 11(c), we can observe 
that the run-time of the heuristic algorithm is far less than 
that of the ILP model. The heuristic algorithm takes less 
than 600 seconds to solve the problem when |𝑴𝒓| = 20,000. 
In contrast, the run-time of the ILP model exceeds 100,000 
seconds for the small-size case of  |𝑴𝒓| = 15. Although 
the ILP model with bound has a lower run-time than the 
ILP, its run-time still exceeds 100,000 seconds for the case 
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of |𝑴𝒓| = 25. Moreover, the results show that the run-
time trendlines of the ILP model and the ILP model with 
bound are both exponential. Therefore, neither the ILP 
model nor the ILP model with bound can be applied to a 
realistic data center scenario, typically containing thou-
sands of servers. In contrast, the run-time trendline of our 
proposed heuristic algorithm is polynomial, which is con-
sistent with the analytical time complexity derived in Sec-
tion 5. Based on the trendline function in Fig. 11(a), we 
can predict that the run-time of our heuristic algorithm 
for the case of |𝑴𝒓| = 105 are in the order of 104 seconds. 
We then did a simulation for such a case, and the run-
time is 15554.267 seconds, verifying the applicability of 
our algorithm to scenarios that represent large data cen-
ters.  

7 DISCUSSION ON LIMITATIONS AND OPEN 

RESEARCH ISSUES 

In this paper, we have explored the advantages of resource 
disaggregation in DCs from the perspective of reliability. 
Our simulation results show that we can get significant ad-
vantages by following this disaggregation approach. How-
ever, this process has some limitations that should also be 
pointed out.  

Firstly, we did not consider the scale of disaggregation. 
Resource disaggregation faces several challenges, and net-
work challenge is a key one, as communications that used to 
be completed within a motherboard would now need to 
traverse a shared network [4], [15]. The communication be-
tween different modules in a server often has strict latency 
and capacity requirements, especially the extreme require-
ment between CPU and main memory [4], [15], [16], [23], 
[44-47]. Besides, to realize a very large scale of disaggrega-
tion, physical switches (especially optical switches) with 
high port count and low switching latency should be im-
plemented because the number of nodes increases sharply 
compared to the server-based architecture [48-50]. This may 
force the scale of disaggregation to be significantly restricted 
by the network. Moreover, different applications will have 
different latency requirements, which may be difficult to 
handle. For this reason, most efforts in this direction have 
mainly considered rack-scale disaggregation for ensuring 
service quality [4], [15]. Here, disaggregated CPU modules 
are often attached with some local memory to guarantee the 
performance required [14], [15], [19], [28], [29], [32], [51]. In 
the rack-scale disaggregation, the servers in a whole rack (up 
to 48 servers [24]) may be fully disaggregated, while the 
compute nodes in a rack would not be able to use the main 
memory resources from other racks.  

Because the network plays a crucial role in disaggrega-
tion, another limitation of this work is that we do not con-
sider network failure. If the network is not well designed 
(e.g., it uses a single switch to connect all components), the 
failure of the switch may result in all the connected compo-
nents becoming unreachable. Therefore, it is vital to design a 
resilient network interconnecting its resource modules. Un-
derstanding the effect of network failures on the benefits of 
disaggregation is left for future research. 

We have not considered the differences in network re-

source demands between different types of requests in our 
work. For cloud computing, parallel and distributed storage 
and computing would become more important, and applica-
tions may need much more network resources for data 
transfers. Designing for disaggregation may become more 
challenging in these scenarios. 

Also, disaggregation provides another significant benefit: 
a request can be provided with much more resources than a 
traditional server in a disaggregated architecture. This 
means that a disaggregated architecture can meet the re-
source demand of more diversified requests or workloads. 
Our proposed solution here only considers that each request 
can only use a single server's resources. Future work also 
needs to consider the workload diversity, and new reliability 
models and allocation schemes need to be proposed. 

Lastly, the method proposed in this paper is based on the 
premise that hardware reliability is given. Accordingly, the 
accuracy of the reliability metrics is crucial and may directly 
impact the performance of our proposed method. It is inter-
esting to analyze how much the impact would be at different 
reliability accuracies. However, as our primary focus on this 
paper is to investigate the impact of hardware disaggrega-
tion on service reliability performance, we leave the quanti-
tative exploration as future work.  

8 CONCLUSION 

Hardware disaggregation significantly improves flexi-
bility and efficiency in resource allocation. Moreover, it 
also brings more granular failure patterns and signifi-
cantly improves failure independence. All of these 
characteristics provide us with the opportunity to im-
prove reliability performance in resource allocation. 
This paper explores this improvement by designing a 
reliability-aware resource allocation method for re-
quests that are disaggregation-aware. Each request is 
allocated either with only working resources or also 
with backup resources according to its reliability re-
quirement. Novel reliability models for the reliability 
of each request in the disaggregated environment are 
provided. We developed an ILP formulation and a 
heuristic algorithm to maximize the number of accept-
ed requests while minimizing the number of them 
provisioned with backup. Numerical results demon-
strate that the improvement is up to 97% in terms of 
the number of acceptances if fully disaggregating 
hardware from servers. Moreover, the results show 
that the improvement is up to 32% compared with a 
situation where the requests are legacy applications 
but are not disaggregation-aware. The results further 
inspire software developers to realize hardware dis-
aggregation benefits by making significant changes in 
software design. Rather than merely emulating tradi-
tional servers (VMs) using legacy OSes models on the 
disaggregated architecture to support legacy applica-
tions, it is more desirable to develop new OS models 
like LegOS [32] to maximize the benefits of service re-
liability by hardware disaggregation. The numerical 
results also demonstrate the efficiency of our proposed 
algorithm in comparison with the results of a first-fit 
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algorithm and the ILP model. Lastly, some limitations 
of this study and open research issues for future study 
are also discussed.  
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